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INTRODUCTION 
State of the art cardiac electrophysiological models are computationally expensive due to the large number of ordinary 
differential equations (ODE) to be solved for the reaction term and the calculation of the partial differential equations 
(PDE) for the diffusion term. For timely simulation, organ level cardiac simulations require the use of high performance 
computing (HPC). Often, cardiac modelling software does not scale beyond 100 processors. We have previously shown 
that cardiac models can be scaled to thousands of processors using a state of the art cellular model and a high resolution 
ventricular heart model. We found previously that the high computational load determined good scaling up to 32,768 
processors with the communication overhead playing a minor role [1]. In this study we investigate the influence of 
reducing computational load on the scaling properties of the heart model.  The communication overhead remains the 
same while the computational load is reduced. By changing the computational load of the model we will learn about the 
impact of communication on scaling different cardiac models. The hypothesis is that lower computational load will lead 
to poorer scaling performance of the model. 

ELECTROPHYSIOLOGICAL MODEL 
Tissue level electrophysiological (EP) modeling requires an anatomical data set in which tissue cells are defined. We use 
the Visible Female data set (National Library of Medicine, Bethesda, Maryland, USA) which is a three-dimensional data 
set of 537 by 492 by 488 cubic elements with interpolated side length of 0.2 mm resolution. Each element is associated 
with a tissue type. Here we only look at ventricular tissue. All other tissue is set to bath medium. The EP model is a 
reaction-diffusion model. The reaction term is given by the calculation of the EP cell model with which the action 
potential is computed. We use the ten Tusscher et al. 2004 (TT04) model [2] which can be parameterized to describe 
endocardial, midmyocardial and epicardial cells that comprise the heterogeneous population in the transmural directions. 
To investigate the effect of a smaller computational load versus communication overhead, we implement the FitzHugh-
Nagumo (FHN) model as described in [3].  

Since the excitation travels across the cardiac tissue, we need to solve the diffusion term. The diffusion term is computed 
as previously described [1] using a finite difference model approach. In this study we base our simulations on the 
monodomain equation 
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with the transmembrane potential Vm the surface to volume ratio Am (1000 cm-2) and the membrane capacitance Cm (1 
μF/cm2). The intracellular conductivity tensor σ i accounts for anisotropic conduction with regard to the fiber orientation 
of the cells (longitudinal conductivity σ il = 0.3 S/m; transverse conductivity σ il = 0.03 S/m). Is is the stimulus currents. 
The ionic current density Iion is computed by the electrophysiological cell models in the simulations.   

We use a fixed time step of 0.01 ms and forward Euler integration to solve both differential equations of the cell model 
and the diffusion term. A larger time step or an adaptive time stepping technique could be chosen which would make the 
simulation faster. However, in this study we keep a fixed time step at a value that allows us to solve the reaction and 
diffusion terms with the same step size. 

DATA DECOMPOSITION AND LOAD BALANCING 
Data decomposition and load balancing is carried out using the Orthogonal Recursive Bisection algorithm [4]. In our case 
we differentiate between non-tissue and tissue elements. Since the reaction and diffusion terms need only be solved for 
tissue elements, they have a larger computational load than non-tissue elements. We use a assumed ratio of 
computational costs between Tissue and Non-Tissue elements (termed “NtN ratio”) for the ORB decomposition. A 
heuristic method is used to find the optimal NtN ratio by running otherwise identical simulations with NtN ratios 
between 1 and 1000 and the resulting statistics are compiled.  The total computational load in the volume is determined 
by summing up the computational load for each element. The three-dimensional data set is then divided along the x axis 
where the midpoint of the computational load is found. This creates two subvolumes. For each subvolume the same 
procedure is repeated. Only that the next division is carried out along the y axis and then along the z axis. The result is a 
balanced workload within each of the two subvolumes that are created. The ORB algorithm yields a binary tree 
representation that has n levels with 2n leafs which represent the subvolumes. Since the Blue Gene supercomputer is 
organized into 2n partitions, the ORB tree data can be conveniently mapped onto the physical hardware. The mapping 
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makes use of the torus network of the IBM Blue Gene/P supercomputer so that neighboring subvolumes in the data set 
are positions on adjacent processors. 

RESULTS 
Figure 1 shows the scaling results for the simulations on 16 (FHN) and 32 (TT04) to 16,384 processors. The figure shows 
that the total run time for the FHN model was reduced from about 800 s to 0.8 s wall clock time for our 1 ms benchmark 
simulations. The TT04 model yielded 1900 s on 32 processors and under 5 s on 16,384 processors. The scaling of the 
computation time is as expected with a decrease by a factor 2 when increasing the number of processors by factor 2. The 
overall speedup factor between partitions is never below 1.84 (TT04) and 1.86 (FHN) and mostly above 1.9 for the TT04 
model and often even above 2 for the FHN.  Increases above 2 can occur when the physical mapping of processors in the 
hardware is better aligned with the computational costs associated to tissue subvolumes sizes generated by the ORB 
algorithm.   

 

Figure 1: Run times (solid lines with negative slope), average (avg) computation time (dashed lines) are shown for 
the FHN (blue) and TT04 (green) model as well as the speedup factors for the corresponding simulations. 

DISCUSSION 
Our results show that reducing the computational load of the EP model does not affect the scalability of the model. Quite 
contrary, the speedup factors for the FHN model are higher than the TT04 model. However, it is clear that load 
imbalances and communication overhead seem to have a greater impact on the total run time for the FHN model. This is 
seen in figure 1 where the blue dashed lines for the average computation time of the FHN is noticeably below the total 
run time while the green dashed line for the average computation time of the TT04 model diverges only from the total 
run time (solid green) at the larger processor partitions.  

CONCLUSION 
We have shown that the ORB algorithm does allow scaling up to thousands of processors for massively parallel cardiac 
simulations. While the communication overhead and load imbalances introduced in the data decomposition seem to have 
a larger impact on the total run time when less computationally expensive EP models are used, the scalability of the 
model is not affected. Quite contrary, the scalability is even improved. Thus, the hypothesis that lower computational 
load will lead to poorer scaling performance of the model could be disproved. The ORB algorithm as data decomposition 
strategy still proves to be performing well for cardiac EP simulations on massively parallel distributed memory 
supercomputers with thousands of processors. 
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