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Introduction

Within the next three years, Australia will have at least three publicly accessible Petascale computational re-
sources, NCI in Canberra, VLSCI in Melbourne and The Pawsey Centre in Western Australia. The important
question is, are our users ready to take advantage of these resources. One of the ways iVEC is addressing this
question is through the use of HPC development and applications specialists. In this presentation I'll present
an overview of what an iVEC HPC development and applications specialist does and some case studies of our
activities.

What is an HPC development and applications specialist?

Our HPC development and applications specialists exist to encourage the use of large scale computers and the
progress of research which could not be done with smaller scale computers. While we make every e�ort to
understand your research, we can't be domain specialists on everything. Equally we don't expect scientists to be
necessarily experts at using large scale computational resources. As such iVEC will attempt to form a cooperative
relationship between our specialists and you as a researcher.
Our specialists have a few modes of work

• Initial consultations. This should take a few hours, and we hash out what you want to do and whether
we think that all the goals are achievable.

• Engagement in a speci�c project. This is the bulk of our work. It includes time programming, and
discussing with you what we are trying to achieve. Our preferred way of doing this is outlined below.

• One o� consultations. It may be that we don't have enough time at the moment to commit a specialist
to your project. This doesn't mean that we will leave you out in the cold. We're happy to have you come
and talk to us and we can spend an hour or two talking about your problem. It just means that we can't
commit a speci�c amount of time to your project.

• Education and outreach activities. As part of the iVEC education program, we teach the concepts
and techniques behind using large scale computers in a classroom format. This is done on a semi-regular
basis. You may wish some or all members of your research group to attend one of these teaching sessions.
You should also be aware that from time to time our other activities may be suspended for up to a week
to work on these activities.

Case Studies.

We discuss three major projects which have been undertaken in HPC development, one complete, one near
completion and one in its middle stages.
Atomic scattering code We'll examine an atomic scattering code that was moved from OpenMP to hybrid
OpenMP/MPI, looking at massive gains in scalability (from 32 cores to greater than 2000) and some of the
di�culties and performance compromises.
Porosity analysis code In a non-traditional supercomputing application, some of our researchers are obtaining
CT scans of geological samples and analysing the porosity to predict macroscopic properties. In this case our
motivation was not performance, but simply obtaining enough RAM to be able to perform an analysis at all.
Molecular dynamics code This project is still underdevelopment and represents a strong scaling problem
(�xed problem size, use more CPUs to get more time steps). We'll discuss the features not present in existing
MD code that is motivating us to write this code as well as our expected scaling.

Conclusion

HPC development is directly assisting Western Australian researchers to scale their code to use many more
CPUs then previously. By the time Australia's petascale computers are fully operations, we expect to have code
available in many disciplines capable of making use of large fractions of the computers and advancing research
in ways previously not possible.
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