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INTRODUCTION 

As a presparation for expected user requirements, iVEC purchased a petascale datastore in 2007. The prediction usage 

was  as an archival system for large files. This presentation will characterise the range and magnitude of actual usage we 
have observed. We will share iVEC’s experience of diagnosing and responding to the challenge of providing a 

generalised storage facility. These challenges and experiences are informing our plans for future data management at 

iVEC, including support for petascale computing in the Pawsey Centre. 

PETASCALE STORAGE AT IVEC 

In 2006 iVEC (the hub of advanced computing in Western Australia) formed the view that Western Australian 
researchers could benefit greatly from a Large Scale Data Storage system. As this idea developed, it was clear that there 

was a significant need within the scientific research community which had not yet been addressed. iVEC, working with 

CSIRO, formalised this idea and prepared a tender in the first quarter of 2007; the tender went out and was quickly short 

listed. With a 1 million dollar budget cap for hardware and software, iVEC was looking for a company with a local 

presence that was willing to develop a close working relationship; Sun Microsystems (pre Oracle) won the tender and the 

equipment was delivered in 2007. 

The only solutions available for large scale data storage are an active Hierarchical Storage Management (HSM) system or 
archival system, which can be one and the same; both of which use magnetic tape as their bulk storage medium. Not 

knowing what the usage is or how the user base will interact with the system makes it very difficult to configure these 

systems appropriately; a decision needs to be made and adjusted over time as required. Having the flexibility to change 

from an archival system to an active HSM is very important and something found to be the natural progression within our 

environment. 

Understanding user workflows really helps in the design; this was something learnt over time from our high end users. 
The initial deployment was a simple two-tiered HSM configuration (Figure 1a), where data on disk is automatically 

copied to two separate tapes for data protection; this data is then available for release from the disk cache. This 

configuration is perfect for an archival system as was the original design of the iVEC Data Store but does suffer 

performance-related problems when used in an active HSM environment. Improvements can be made by adding another 

tier of fast disk cache (Figure 1b). 

 

RESPONDING TO DEMAND 

The uptake of this new service was much greater than anticipated (Figure 2a), but it was the file (or inode) count rather 
than the overall data storage that became the biggest problem. The inodes record all the information about where the 

actual data contained in a file is located (Figure 2b). The number of files rapidly grew to 80 million in a single file system 
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by mid 2010. Processing this number of inodes requires very high IOPS (Input/Output Operations Per Second), 

something that SATA disk greatly lacks. All file system queries access the inodes and this has become a serious problem 

with the nightly file system backups. 

 

 

With significant pressures placed on our limited resources we have had to ask our users for understanding and encourage 
improvements in their workflows. We provide users with the knowledge of how data is stored on tape and how they can 

efficiently retrieve that data and transfer it effectively amongst various systems. A system that is fully utilised and close 

to being resource bound is a sign of a successful service that is outgrowing its original design. 

There are many solutions available to the issues we are currently facing but it is the future issues related to an ever 

growing file size that are becoming critical. Our users are looking to the future and the amount of data coming out of 
their instruments is likely to reach 5TB in a single file within the next 3-5 years. Not only will a single file span multiple 

tapes but given that tape is a linear device, the lack of parallel access to any given file will greatly increase the file access 

times and decrease the performance of our current system.  

CONCLUSION 

With all the information gathered along this journey, we are better prepared to develop a strategy for the future 
requirements of our researchers. The knowledge gained will be presented along with the tools and techniques required to 

deliver a large scale data store to the research community; what methods and metrics have been established to better 

prepare us for a storage solution that will service our petascale computing requirements into the future. 


