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INTRODUCTION 
The Australian Square Kilometre Array Pathfinder (ASKAP) is a new generation synthesis imaging radio telescope 
which is being constructed in the desert of Western Australia approximately 300 km inland from Geraldton. The 
instrument will consist of 36 12-m antennas and will provide an exceptionally wide field of view of 30 square degrees. It 
is expected to be fully operational in 2013. The science applications stem from the unique wide field of view property 
and range from studies of gas and galaxies evolution and cosmological tests to the understanding of the evolution of 
interstellar medium in our own Galaxy [1]. Most of the observations with ASKAP are expected to be surveys of the 
whole visible sky. Synthesis arrays like ASKAP image the sky indirectly: first, the cross-correlation of voltages obtained 
at each pair of antennas (or, in other words, coherence function of the sky brightness distribution) is measured, and then 
the image of the observed part of the sky is restored in the software using Fourier transform-based mathematical 
algorithms. Traditionally, the correlation data are written to disk or other media during observations and then calibrated, 
processed and analysed off-line, sometimes months after the experiment. The key distinction of ASKAP from existing 
synthesis telescopes is the wide field of view allowing us to image a large portion of the sky in one go. This means an 
enormous data rate of about 3 GB/s (or about 80 TB in 8 hours and 90 PB in 1 year), which is prohibitive for traditional 
off-line data reduction. Instead, we plan to feed the data stream into a high performance computer (a general purpose 
cluster optimised for our type of processing) and process the data in near real time. The main challenges can be 
summarised as follows: 

• Scaling data reduction algorithms to multiple cores and parallel implementation (data intensive processing) 
• Tradeoffs and fine tuning of the automated pipelines to deliver suitable results for a range of science cases  
• Calibration issues related to the ASKAP-specific innovative instrumentation 
 

In this talk we will concentrate on the first issue outlined above. Development of the ASKAP data reduction and analysis 
pipelines encountered many of the typical challenges associated with high performance computing (HPC) applications, in 
addition to a few less common challenges. These less common challenges, typically relating to the aspects of real-time 
processing are discussed in the following section. Our developmental approach to meeting these challenges has, in part, 
made use of simulated ASKAP observations to test the software with somewhat realistic data. Over the last year we have 
developed, in conjunction with the ASKAP Survey Science Teams, science-oriented simulations of the telescope and 
processing pipeline. These simulations serve two purposes. One is to provide the science teams with simulated ASKAP 
data, to allow them to plan their survey strategy, get used to the sizes of ASKAP data products (although the simulated 
datasets provided so far have only been a fraction of what ASKAP will eventually produce), and test particular 
algorithms such as source finding techniques. The other purpose is to test our software at scale on realistic data products, 
providing a laboratory to test different observing modes and requirements. For example, this process has led to 
significant work in addressing issues of memory usage within the imaging software, to enable simulations to run on a 
large scale and fit within constraints of memory/cpu appropriate for a multi-user facility (in this case, the NCI National 
Facility). The ASKAP is a 1% pathfinder instrument of the major international project of the 21st century called the 
Square Kilometre Array (SKA), which Australia is competing to host. The SKA will produce two orders of magnitude 
higher data rate than ASKAP and will require an Exaflop-scale  performance for processing. 

HPC CHALLENGES 
The ASKAP central processor is necessarily a real-time processing engine. The typical HPC software stack however is 
very much aimed at satisfying the needs of simulations, modelling and other batch-oriented applications. ASKAP is but 
one of many data-intensive instruments that hopes to co-exist with other non real-time applications in the same HPC 
system. Domains such as high-energy physics, ocean observatories and other sensor networks all face this challenge of 
real-time data reduction and analysis. As such, support for on-demand and elastic compute resources in the typical HPC 
software stack is seen as important for future HPC software stacks. Early in the development of the ASKAP central 
processor it was identified that the typical batch-oriented HPC software stack was not a good fit to the needs of a real-
time processing system. Much effort was invested into evaluating emerging frameworks that were potentially more suited 
to the task. Likewise, analysis was performed around the possibility of developing a suitable framework from scratch. 
Even with the apparent disparity between our requirements and the typical HPC software stack, we settled on the 
traditional batch-oriented software stack. The logic for this decision is simply that a flourishing ecosystem of mature, 
stable, well-supported software far outweighs the constraints it imposed on design or implementation. 

Another challenge impacting the performance of many scientific codes including ASKAP data reduction is the processor-
memory gap. The convolutional gridding (required to put the measurements on a regular grid in synthesis imaging)  is the 
key part of processing algorithms which comprises the majority of operations in the ASKAP case. For every measured 
data point this procedure is equivalent to the addition of a certain convolution kernel (essentially a 2D array) scaled with 
the measured data point to the grid (also a 2D array, but larger than the kernel) at a certain offset. Therefore the number 
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of operations for each measured data sample is equivalent to one complex multiplication and one addition per pixel of the 
convolution kernel plus some overheads to calculate the relative position with respect to the grid and choose the kernel 
(and the grid for some algorithms using multiple grids).  These operations have an extremely low arithmetic intensity, a 
ratio of 8 flops per 32 bytes of memory access (excluding loop and other overheads and assuming single-precision 
complex operations). The corresponding performance penalty is usually mitigated by pre-fetching to reduce memory 
latency and by caching to reduce off-chip memory bandwidth requirements. The size of the grid is determined by the 
field of view and the spatial resolution of the telescope. For the current ASKAP requirements, it is of the order of 1 GB. 
Such a large memory requirement coupled with a quasi-random access pattern makes this mitigation strategy via pre-
fetching and caching very challenging. Experience with older single and dual-core CPUs showed memory latency to be 
the major performance inhibitor. More modern multi-core CPUs change this for the imaging task at least, with the 
multiple outstanding memory loads/stores of a multi-core CPU allowing saturation of the memory bus, which then 
becomes the performance inhibitor. This is also the case for GPUs, where a novel approach to latency hiding is 
employed. Memory bandwidth, certainly for commodity cluster platforms, looks to be the dominant performance 
inhibitor for radio astronomy codes in the near future. Memory bandwidth (to off chip memory) is a function of the 
number of pins and the memory clock frequency. Neither of these are likely to see huge increases in the near future, 
necessitating the problem be addressed at the algorithm level. In addition, there is often a need to store the dataset (e.g. to 
accumulate the data during longer period than a particular part of the sky is visible during one day). For a fast file system 
of 10 GB/s, reading and writing of 80 TB of the measured data takes about 2 hours. Writing the results (final images) to 
the archive over the same fast file system would require a comparable time. Therefore, the total I/O time for an 8 hour 
observation would be about half of the observing time and potentially more if multiple iterations over some portion of 
data are required.  

DATA REDUCTION APPROACH 

 
Figure 1: Central Processor pipelines and the calibration loop 

 
The science applications require three basic types of  images to be produced, ideally in parallel, with notably different 
properties: continuum image (without frequency dependence, but very accurate image), spectral line cube (essentially 
16416 separate images each corresponding to a different frequency) and transient image (relatively crude, but produced 
every 5 seconds to be able to detect transient phenomena). We envisage running a number of pipelines in parallel (see the 
diagram in Figure 1) to address these cases. The spectral line case is the most data intensive (expected to produce the 
final image of about 4 TB in size), but is relatively easily parallelizable (in frequency, as individual frequency channels 
are independent) and requires only a single pass over the data for most parts of the sky. The continuum case requires 
multiple passes over the data and can not scale to multiple processing cores as easy as the spectral line case. The main 
problem is inability to load many cores efficiently given the memory size and bandwidth limitations. We investigated a 
number of options for algorithmic changes including parallel deconvolution and partitioning in other domain than 
frequency. These other types of data partitioning often lead to unbalanced computing loads and have to be managed more 
carefully than the partitioning in frequency. In addition, we have done a number of improvements to speed up the 
gridding stage by minimizing the support size of convolution kernels. We also aim at reducing the number of iterations 
over data required for processing, ideally down to a single pass as long as the quality of the science output remains within 
the requirements. Although these measures have no effect on flops utilization, they reduce the total number of operations 
required and relax the I/O requirement. One of the examples is a “predict forward” approach for calibration, when the 
calibration corrections are fed back upstream and applied until the next update is available (i.e. no interpolation). This 
allows us to avoid buffering of a large amount of data and to provide a transient image without delay. 
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