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INTRODUCTION 
In this paper, we explore the performance of the recently installed SGI Rackable C1001-TY3 system at The University of 
Queensland (UQ) and a two year old SGI Altix ICE 8200 EX system with 64 nodes installed in April 2008 at the Earth 
Systems Sciences Computational Center (ESSCC) at UQ. Both systems have a comparable compute power per core 
(~10Gflops/core) but different node architectures due to different models of Intel Xeon processors in use. We investigate 
if these changes bring a measurable improvement to the performance of applications, in our case finite element 
simulations. 
Each node of the SGI Altix ICE 8200 EX., see Figure 1, has two sockets with quad core Xeon E5440 Harpertown 
processors at 2.8 GHz. At each socket, two cores share a 6MB L2 cache. The 32Gbyte main memory on each node is 
accessed through a memory controller with a bandwidth 25.6Gbytes/sec which is shared by all eight cores on the node. 
The nodes interconnect is 4xDDR Infiniband. 
We compare this system with the SGI Rackable C1001-TY3 cluster which has been installed at UQ in June 2010. A node 
as used in our tests has two sockets with quad core Xeon L5520 Nehalem processors at 2.26 GHz1, see Figure 2. Four 
cores in a socket share an 8MB L3 cache. Each processor has an on-chip memory controller with a bandwidth of 25.6 
GB/sec. Processors are connected via QPI at 23.4GB/sec with each other and to the 4xQDR Infiniband port. 
In summary, the SGI Rackable C1001-TY3 node we use in the test provides twice the overall memory bandwidth than 
the SGI Altix ICE 8200 EX at the costs of introducing a NUMA architecture which needs to be supported by software 
and the operating systems. Moreover, the on-chip cache is 8MB and so significantly smaller than the 12MB for the ICE 
system. The SGI Rackable C1001-TY3 nodes interconnect provides twice of the bandwidth of the ICE node. 

THE BENCHMARK PROBLEMS 
The benchmark is derived from geophysical applications and is implemented using escript [1,2] with the finite element 
library finley [3]. The test problems are selected to examine the computational rather than numerical performance. We are 
investigating two types of partial differential equations: As an example for a single partial differential equation (PDE) 
used to model transport phenomena  we use the Poisson equation given as  

fuT =∇⋅∇−  
 

with appropriate boundary conditions. In the second case we solve is the system of PDEs 

( ) fuuu TTT =∇∇−∇+∇⋅∇− )(  

which is typically found when modelling geophysical flow. The problems are both solved as two and three dimensional 
problems using finite elements with unstructured meshes of order one and order two. We test cases of logically regular 
meshes using quadrilateral and hexahedron elements as well as cases of triangular and tetrahedral meshes.  

                                                           
1 These processors had been chosen to stay within a given power envelope for the entry 3000 core system.  
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Figure 2: SGI Altix ICE 8200 EX Node Architecture Figure 1: SGI Rackable C1001-TY3 Node Architecture 
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Our investigation focussed on the computational performance of a single iteration step of the conjugate gradient method 
with the simple block Jacobi diagonal preconditioner including residual smoothing. Besides DAXPY BLAS1 operations 
each step includes four scalar products and one matrix-vector product with the sparse stiffness matrix arising from the 
finite element discretization. For a given number of unknowns, the coefficient matrix is denser for the 3D case than the 
2D case. Similarly, order two meshes lead to denser coefficient matrices. The performance for the cases of denser 
coefficient matrices are challanged by the higher demand in memory access and consequently limited by the memory 
bandwidth and latency and bandwidth of the interconnect. On the other hand, cases of highly sparse coefficient matrices  
(eg. 2D order 1)  can be dominated by the costs of barrier synchronisation and global reduction operations.  

PARALLELIZATION AND DATA STRUCTURES 
The escript/finley package is parallelized supporting distributed memory via MPI and multi-core nodes via OpenMP. The 
rows of the coefficient matrix are distributed across compute nodes which correspond to a non-overlapping distribution 
of the finite element nodes. On each node, the matrix is split into the part storing the coupling of unknowns within a 
compute node and the part storing the coupling with unknowns assigned to other processors. In the matrix-vector product 
required in each iteration step the matrix splitting allows for hiding the communication of values need for the coupling 
part behind the matrix vector multiplication for the local unknowns. The two matrices are both stored in the compressed 
sparse row format (CSR). The block CSR format used for systems of PDE reduces memory requirements and requires 
less data transfer from memory (~30% in the 3D case). Parallelization on thread level is achieved via OpenMP 
parallelization of loops over the locally stored number of nodes. Array allocation is optimized for NUMA architectures 
assuming that the operating system supports a first touch allocation strategy for memory page placement. 

TIMINGS 
Here we present timings for the 3D case of single PDE using order 1 elements. Figure 3 and Figure 4 show the timings 
running the pure MPI version with about 15000 unknowns per rank on the ICE and the Rackable C1001-TY3 cluster 
respectively. For a small number of MPI ranks both systems show similar performance with an advantage for the older 
ICE system for single node runs which can be attributed the larger cache. For larger number of MPI ranks, the Rackable 
C1001-TY3 systems shows about a factor two better performance through the doubling of interconnect bandwidth 
compared to the ICE system. When making full use of the available cores on a node (red line) the performance the ICE 
system suffers from the memory bottleneck caused by the single memory controller. The fact that the number of memory 
channels has been doubled in Rackable C1001-TY3 cluster leads to in excess of two times performance improvement. 
More timing will be presented and discussed on the conference.  
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Figure 3: Elapsed Time per Iteration Step with different 
numbers of MPI ranks on ICE cluster with about 15000 
unknowns per rank. 

Figure 4: Elapsed Time per Iteration Step with different 
numbers of MPI ranks on Rackable C1001-TY3 cluster 
with about 15000 unknowns per rank. 
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