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INTRODUCTION 
In 2009 the Australian Government, as part of its Super Science initiative, allocated $80 million towards the 
establishment of the Pawsey High Performance Computing Centre for SKA Science. The Pawsey Centre was established 
with the primary role of hosting new petascale supercomputing and data storage facilities and expertise to support SKA 
(Square Kilometre Array) research and other high-end science. The secondary goal of the Centre is to demonstrate 
Australia’s ability to deliver and support world-class advanced ICT infrastructure and therefore strengthen Australia’s bid 
to host the SKA, which is critically dependant on advanced ICT.  
 
The Pawsey Centre will have the capacity to host new supercomputing facilities and other expertise to provide immediate 
support to the Australian SKA Pathfinder (ASKAP) and Murchison Widefield Array (MWA) radio astronomy telescopes 
as well as other high-end research areas of computational and data-intensive science, particularly nanotechnology, 
biotechnology and geosciences. The SKA is one of the largest scientific projects undertaken anywhere in the world, with 
the international SKA project community expecting to make a decision on its location (in either South Africa or Western 
Australia) in 2012.  
 
This paper will describe the requirements of the various user communites in terms of the computational processing and 
the data movement involved and how these will be addressed by providing a variety of data analysis engines which are 
tightly coupled to the computational and data archive systems. A key component to making this arrangement productive 
for the scientific and research communities will be the configuration of these systems so they can interact and identifying 
the requirements of individual systems. Software will play a vital role, both in terms of the systems software, which will 
enable high performance data movement within the centre, and how the user communities are addressing the scientific 
challenges of working with, and sharing, large datasets and dynamic databases within an international community. 
Several projects have already developed methods for working with large data volumes and lessons learnt will be 
described.  
 
 

USER REQUIREMENTS.  
The target user communities have been closely involved with the design processes in an active process which has 
identified a range of requirements. These will be outlined in general terms.  
 
 For ASKAP and MWA support of an active real time observation program and the data created presents a real 
time challenge to store initial results, which are then to be accessed by the radioastronomy community for analysis and 
further processing. At present it is expected that the SKA Pathfinder demonstrator will initially generate datarates of 10 
Gbit/s and that the subsequent analysis will involve working with datasets of order 50TBytes, these groiwing to 40GBit/s 
and 1PByte for the full ASKAP system. Data creation rates are estimated at 15PByte/year, with considerable use made of 
this data for subequent scientific analysis by the international astronomy community.  Ultimately the SKA will generate 
larger data volumes. In addition to the actual data there will be many large databases holding metadata that will be 
searched extensively to locate specifc features of interest and generate subsequent analysis activity. Since the astronomy 
community is an international activity there is also a requirement to provide access to the data to a worldwide community 
of researchers.  
 
 Other petascale science disicplines have been identified and cover a broad mixture of computational and data 
intensive work. As scientific computation is a rapidly emerging field, both in terms of computational methods used and 
the scientific challenges to which systems are being applied, centres face a challenge of supporting a continually 
changing workload. This workload not only varies in terms of the computations undertaken but in the pre/post analysis of 
data, visualisation, data analysis and the sharing of data within increasingly connected multidisciplinary communities. 
Some typical workflows and scientific activities will be outlined as background to the design process and used to 
illustrate the range of activities the centre needs to support.  
 
While the above represents the current, or anticipated, requirements it is expected that these can change and the centre 
design must address this.   

KEY COMPONENTS.  
The key technologies that will form a foundation of the data handling activities within the centre will be described. This 
will cover the highly parallel filesystems to connect with the petaflop supercomputing system, a number of high-
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performance file systems connected to the HPC data analysis engines, and connections to the petascale datastore.  This 
will require tight coupling/integration of devices, higher level HSM(Hierarchical Storage Management) software, and 
GRID/cloud principles to enable data access between systems. The relative advantages of the different technologies and 
suitability for specific data movements will be discussed and details of possible configurations given with particular 
attention to the tuning challenges of providing high levels of performance to support petascale activities. Given the 
increase of data rates/volumes during the project, both as the SKA pathfinders expand and the data being analysed 
increases, this approach allows aspects of the centre to be tailored to meet demand.  
 
A particular challenge is the variety of architectures that can supply the compute intensive needs of the scientific user. 
These range from systems based on multicore processors, GPU accelerated systems and tightly coupled 
PGAS(Partitioned Global Address Space) systems, each of which has specific advantages for particular computational 
methods. Recently hybrid systems have evolved which include aspects of all these architectures, but these are very 
complex to program and have not matured sufficiently for the general scientific community to port many applications to 
them and get sufficiently high levels of performance. In many cases the optimum solution for a particular workflow may 
involve several systems, each using a particular architecture with its configuration tuned to meet the needs of that part of 
the algorithm. At present this is achieved by transferring data between the systems through a shared filesystem or a 
simple network connection, and is clearly a major limitation to performance. As an example the workflow and data 
transfers of some of the users of the Pawsey Centre will be described and consideration given to the possible advantages 
and disadvantages of employing a heterogeneous, tightly coupled, compute resource as a solution.   
 
Given the diverse range of activities there are a number of operational challenges. The collection of metrics from all the 
stages of a typical data movement within a centre allows individual devices to be monitored closely and sub-optimal 
performance identified, but there is a growing need for better overall performance metric reporting, both for the centre 
operators and users. For the former it can help identify where effort can be best spent with user education and assistance 
and for the latter it can encourage the seeking of help and identify poorly performing activities early so help can be 
requested.  

DISCUSSION.  
Working with large volumes of data and complex databases presents a number of challenges for the scientific research 
community and in addition the pace of change within the various computational technologies is rapid. Leading 
communities such as weather and climate, astronomy, geosciences/remote sensing have evolved standards and 
collaborated to create centres with clearly defined responsibilities for data sharing, management and archives. This 
activity has helped to define a number of best practices and shown clearly the benefit of a close working relationship 
between users, centres and the eResearch communities. One challenge faced is to ensure that such data collections 
maintain themselves at the leading edge and make best use of the software that emerges from current eResearch activity. 
A strategy will be outlined to encourage collaboration and provide the scientist user with a state of the art facility that 
combines easy access to data with the necessary tools.  

CONCLUSION.  
The paper has described the challenges that the Pawsey centre will face in supporting the variety of data activities of the 
Australian based SKA pathfinders, other associated astronomy communities and general petascale use. Important features 
of the solution have been described in terms of the hardware and systems software requirements, the configuration and 
connectivity of key components, and aspects of the operation of the centre. Some of the emerging architectural solutions 
that can address the scaling limitations of current systems have also been described and assessed in terms of the relative 
complexity from the point of view of the user and centre. The importance of working closely with the users and finding a 
balance between the specific hardware configurations, software solutions employed and working practices is key in 
ensuring that their goals are met.  
 

ACKNOWLEDGEMENTS.  
This paper is a summary of discussions with a large number of parties, scientists involved with the ASKAP program 
along with the broader radio astronomy community, iVEC and CSIRO staff who are involved with the design of the 
Pawsey Centre, and a wider group of peer supercomputing, science centres and vendors who are working to address the 
challenges Petascale computing presents.  
 
 

 


