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INTRODUCTION 
Developing solutions and software for computational science has always been complex.  With supercomputers pushing 
beyond petascale and towards exascale, much of the current code will need to be re-worked, or completely rewritten. 
This presentation will look at the special and not so special aspects of software development in a high performance 
computing environment. What can software engineering offer the computational scientists, and what specialised 
techniques are needed support superscale software? 

BACKGROUND 
The International Exascale Software Project (IESP)1 has been formed almost a decade before the exascale machines will 
be available, an indicator that those in the supercomputing field realise the importance and criticality of software. At the 
International Supercomputing Conference, the repeated sentiment was that co-design was required to ensure that future 
systems met the needs of the scientists. Prof Jack Dongarra stated that no longer can the hardware be “thrown over the 
fence”, while Prof Yale Patt said that the way to continued performance improvements is through the understanding of all 
(neighbouring) levels of the system2. This may be nothing new to those who have tuned MPI code to a particular 
architecture or machine, however the co-development of hardware and software indicates a change in approach. The 
IESP has categorised the required tasks (software) into: unique to exascale, trickle down and not unique, with critical and 
non-critial in each group. 

On a different scale, iVEC is endeavouring to provide for the infrastructure, support and training needs of research 
groups across a range of disciplines, skills levels and computational maturity. We now face the challenge of preparing 
those (and new) groups for petascale computing to be available through iVEC’s Pawsey Centre in 2013. We are 
expanding on the Education Program and are growing a team of HPC application specialists to work with researchers 
across the four universities and CSIRO. Part of our strategy is to encourage the application of appropriate software 
engineering techniques in computational science. We will also watch for the “trickle-down” from IESP. 

COMPUTATIONAL SOFTWARE ENGINEERING 
A good starting point understanding what is required is in observation of researchers and groups who already rely on 
computational science. For example, we have characterised five established computational chemistry projects in terms of 
the “scaling” attributes that impact on the software engineering involved/required/possible. The projectsare all over five 
years duration (Table 1). Each provides code for external users on a range of platforms. The development groups are 
small, mainly co-located and tend to have turnover of membership, for example, research students as developers. The 
larger code-bases are targeted to supercomputing platforms, the smaller ones provide graphical user interfaces on 
desktops machines. Inward and outward dependencies indicate that the code is not able to develop in isolation. 
Dependencies on outside code can force unplanned changes, while providing code that others rely on requires managed 
updates and consistent interfaces. 
 

Table 1: Characterising computational chemistry software projects [1] (updated) 
 

Scale Indicators CC1 CC2 CC3 CC4 CC5 
# Developers 8 1* 2 1 2 
Users Ext Ext Ext Ext Ext 
Colocated No Yes Yes Yes Yes 
Duration 10+ 10+ 5+ 5+ 5+ 
1000’s lines of code (KLOC) 100 320 200 10 50 
Multiple core/CPU Yes Yes Yes No No 
Multiplatform Yes Yes Yes Yes Yes 
Outward Dependencies Yes Yes Yes Yes Yes 
Inward Dependencies Yes Yes Yes No No 

 
Trends in computational science are increasing the complexity of the development along all of these attributes. To add to 
matters, the workflow for each study may include a number of software applications, compute and data resources. Given 
the characteristics of computational projects, it is clear that benefits can come from moving beyond software 
development to software engineering. The software is not going away. Indeed, if the software is intrinsic to the science, 

                                                           
1 http://www.exascale.org/iesp/ 
2 Levels: Problem, Algorithm, Program, Instruction Set Architecture, Micro-architecture, Circuits and Electrons. 
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there should be more demand for quality, reliability, maintainability of the code. Computational science needs software 
engineering. 

SOFTWARE ENGINEERING RESOURCES 
“All this has happened before, and all this will happen again.”3 
Software engineering is about developing and applying best practices to avoid repeating mistakes and learning slow, 
painful lessons which are common to may projects. Many of those developing computational code have had very little 
tuition in programming – perhaps one unit as part of their undergraduate degree. If they are lucky there will be support 
from their research group, however, the path to a level of programming proficiency will take precious research time. 
Even worse, after consuming all their time, the code itself is unlikely to be recognised as a research contribution. It’s all 
sounding pretty grim – how can this be avoided? Help is available. 

An excellent software engineering resource specific to computational science is “Software Carpentry”4. This site, 
and in associated courses, provides an intensive introduction to basic software practices. The “carpentry” aspect puts the 
focus on scripting, debugging, version control and web applications – so you have access to a toolkit. 

The SECSE workshop series5 focuses on software engineering for computational science is also a resource for 
learning from the experiences of others [2]. iVEC is contributing to SECSE and is developing resources around the HPC 
and parallel challenges that will be faced when targeting petascale and exascale systems. This presentation will expand 
on and give examples of this work. 

SOFTWARE ENGINEERING EDUCATION 
In terms of the Software Engineering Body Of Knowledge (SWEBOK) [3], it is possible to prioritise the knowledge 
areas depending on the targeted user base. In Table 2, this is indicated by the number of “+” symbols – the more critical, 
the more symbols. So, the individual researcher developing code for their own use should have an awareness across the 
knowledge areas, focussing on requirements, design, testing, configuration management and tools and methods. As the 
project grows, the level of understanding increases, with more construction, maintenance, management, process and 
quality for group-level projects. Once a group commits to providing code publicly, they should endeavour to apply a high 
level of quality to protect the science of those who depend on their code. 
 

Table 2: SWEBOK depth of knowledge for target user base [1] 
 

SWEBOK Knowledge Area Individual Group Public 
Requirements ++ +++ +++ 
Design ++ +++ +++ 
Construction + ++ +++ 
Testing ++ +++ +++ 
Maintenance + ++ +++ 
Configuration Mgmt ++ +++ +++ 
Engineering Mgmt + ++ +++ 
Engineering Process + ++ +++ 
Tools and Methods ++ +++ +++ 
Quality + ++ +++ 

 

CONCLUSION 
Petascale and exascale computing provide a challenge to scientists to have their code ready to take full advantage of these 
new systems. iVEC aims to support the education of our researchers in software engineering through tailored courses 
focussed on problems and examples from computational science. We are also working to develop best practice capability 
within our staff so that they can share this when providing research support. In this way, the HPC application specialist 
can not only tune the researcher’s code, they can also tune their software development practices. 
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