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INTRODUCTION 
Repeatable science and the re-purposing of data to enable new research both rely on archiving of observations that 
preserves their meaning and accessibility.  Structured, open-standards-based, self-documenting, architecture-independent 
file formats, such as netCDF and HDF [1,2], are a key means of  implementing such an archive.  Historically an obstacle 
to the utilisation of these formats by researchers has  been a lack of familiarity with the supported data structures and the 
tools for accessing them; so the overhead of the software engineering needed in order to take advantage of the formats 
effectively amounted to an insurmountable barrier to uptake. To overcome this barrier, a set of generic open-source tools 
for creating netCDF files from existing data have been developed and demonstrated using data sets drawn from 
the hydrological research domain. These portable tools allow the conversion to netCDF to be broken into a series of 
scriptable steps, decouple the format of existing data sets from netCDF, and make no assumptions about the specific 
research field.   The demonstration used regional climate data sets and included conversion from thousands of CSV files 
to a few netCDF files, capture of comprehensive metadata, cataloguing within the Australian Research Data Commons, 
and public release of the data, including exposure via network data protocols supported by the THREDDS data server. 

THE NEED FOR STRUCTURED DATA AND NETCDF 
Historically, for most research projects that produce digital data sets, data management has been seen as a topic of 
secondary interest to the particular measurement experiment at hand and the overriding goal is to get the data into an 
analysis package as quickly as possible.  Long term archival is seldom considered as part of storage design.  
Consequently file formats have often tended to be data set specific.  This situation presents a major obstacle to data reuse 
because not only is specialised data-specific software required to access the data, but there is no guarantee that the files 
carry any metadata describing the data fields, nor is there any likelihood that the data will be organised in any particular 
way, or be readable on computer architectures foreign to that on which they were originally written.  
 
A straightforward approach to overcoming this is to define a generic file format standard that makes it both easy and 
mandatory for data authors to store, name, label and describe a variety of data items.  By providing software libraries, in 
a variety of common languages, that operate on multiple platforms and simplify adherence to the file formatting standard, 
it is possible to create files that are platform independent and self describing.  The advantage of this approach is that all 
data so created becomes long-lived (documented), interchangeable (portable) and, through the libraries, accessible to user 
communities. The self-describing aspect is particularly important because, when used with some controlled vocabularies, 
it opens the way for machine-based discovery of data and metadata, and hence automatic indexing and access, via 
existing tools such as web mapping servers and OPeNDAP servers.  The Network Common Data Form (netCDF) defines 
an abstract data model (Figure 1) that supports a range of data types together with metadata attributes, and provides 
libraries for machine-independent file formats. 
 

 
Figure 1.  Unified Modelling Language description of the NetCDF Common Data Model (from 
http://www.unidata.ucar.edu/software/netcdf-java/CDM.html) and a schematic representation of a NetCDF file 
comprising two two-dimensional gridded data sets with dimension (axis) variables and data set-specific metadata 
(Attributes) and common metadata (Global). 
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TOOL DESIGN 
The structured design of the netCDF data model provides a natural means of problem decomposition.  The creation of 
each element, be it a data variable, dimension variable, data attribute or global attribute, can be performed independently 
as a relatively simple well-defined task which can be implemented separately to make a toolset.  All that is then needed to 
convert data from existing files into netCDF is a means to extract the relevant data and feed it to netCDF writer(s).  By 
choosing a very simple intermediate data format, such as mono-typed files, or I/O streams on STDOUT and STDIN, 
these two sets of tools can be joined to perform conversions on a wide variety of data, and by running different 
combinations of the tools repeatedly (eg. via a scripting system), extensive netCDF files could be created (Figure 2). The 
existing data format is thus decoupled from the netCDF interface and there is no need to modify code to directly call the 
netCDF libraries, assuming of course, that any versions compatible with the existing language are even available.  Such 
an implementation is an expression of the very successful Unix Philosophy: “Write programs that do one thing and do it 
well. Write programs to work together. Write programs to handle text streams, because that is the universal interface” 
[3], though in this case a (typed) binary stream would be a practical and universal-enough interface. 
 

 
 
Figure 2. Workflow for data conversion using the new toolset.  Data set-specific readers are needed to extract data to a 
common interchange format, such as a simple file or I/O stream.  The conversion tools then write the data to individual 
objects in netCDF files which are then available for archive and re-use. 
 
The toolkit has been written in Java using the netCDF Java API and therefore exploits Java’s portability.  The tools have 
been developed to be run from the command line so that standard conversion workflows can be scripted, and to enable 
batch processing, for example when mass-converting existing data sets.  The netCDF programming details are hidden 
within the toolset so prospective user needs only to understand the high-level structures, and there is no need to be 
conversant in either java or the specifics of the netCDF API. Another advantage of the architecture, based as it is on a 
generic data interchange stream, is that additional processors or converters to perform operations such as byte swapping 
or type conversion could easily be inserted into the pipeline. 

OUTCOMES 
To demonstrate these tools a suite  of climate data sets used in hydrological modelling was chosen. Each data set was 
stored by researchers as tens of thousands of comma separated values files, each containing a daily time series of 
variables at a point within a spatial grid.  The data were converted to grids in netCDF files via using a scripted process.  
Comprehensive metadata, both descriptive and fiducial, were assembled and written to the netCDF files; the descriptive 
metadata has been transferred to the Australian Research Data Commons [4] via RIF-CS [5]. The structured 
representation of data in netCDF makes possible machine-migration to other formats in future should that become 
necessary.  The data are now exposed via a THREDDS Data Server [5] which permits access to subsets of the climate 
data using the Data Access Protocol [6] and OGC Web Mapping Services [7].  The file count is reduced by nearly 5-
orders of magnitude, the data are manageable, stored in a manner that accurately represents their spatio-temporal 
structure, and are discoverable, accessible and archived. The approach taken in this project is not limited ot netCDF 
format, it is equally applicable to other structured file formats with well-defined data models, such as HDF for example. 
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SHORT ABSTRACT (max 300 words) 

Improving access to netCDF as a vehicle for better data management 

A set of generic open-source tools for creating netCDF files from existing data sets have been developed and 
demonstrated using data sets drawn from the hydrological research domain.  Recognising that across CSIRO there 
are many observation and model data sets that are stored in project-specific formats that are unsuitable for long-term 
archive and preservation, and with support from ANDS, CSIRO IM&T partnered with researchers in the Integrated 
Water Information Systems theme to prototype a pathway to improving data management across the enterprise.  netCDF 
was chosen as the target file format because it is an open (non-proprietary) standard, has a data model capable of 
representing most common data types, and is becoming more widely supported by third party tools, including data 
analysis tools and network data servers.  This project implemented a portable Java-based modular interface to netCDF 
that makes no assumptions about the input file format and enables both data and metadata to be written.  These tools have 
been demonstrated by converting several large climate data sets from hundreds of thousands of CSV files to a much 
smaller number of netCDF files.  The process included capture of comprehensive metadata, cataloguing within the 
Australian Research Data Commons, and public release of the data, including exposure via network data protocols 
supported by the THREDDS data server. 
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