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INTRODUCTION 
The Atlas of Living Australia (ALA) aims to improve Australia’s environmental and natural resource management by 
improving access to knowledge about Australia’s biodiversity. Through a single online access point, it will offer a large 
amount information about biodiversity drawn from research, literature, natural history collections and public web sites, 
including images, occurrence and distribution data, maps, literature, formal names and taxonomic information. Its 
development is funded under the Australian Government’s National Collaborative Research Infrastructure Strategy 
(NCRIS) and further supported by the Super Science Initiative of the Education Investment Fund. 
 
Acknowledging the primary need to represent and exploit a rich network of relationships amongst living things and the 
organizations collecting, curating, and hosting such information, the architects of the ALA have adopted the Resource 
Description Framework (RDF) for data modelling, storage and query support. However, early prototype implementations 
yielded disappointing run-time performance for data load and data querying.  The triple store technology used to provide 
back-end persistence was too slow for the envisaged purposes. A comprehensive performance evaluation of triple stores 
was therefore undertaken and preliminary results are reported here. Our study covers both open source and commercial 
systems, and looks at data load time, update time and query time over a range of query patterns with a focus on those 
most important to the ALA. Unlike most benchmark evaluations (e.g. based on SP2Bench [1] or LUBM [2]), but like [3], 
our study uses actual application data and query patterns. Semantic technologies are rapidly maturing and triple stores are 
becoming the storage architecture of choice for the development of many repositories and shared data stores.  The results 
of this evaluation will be of interest to architects and developers of e-research infrastructure and applications. 

RDF & THE ALA 
RDF was standardized in 2004 by the World Wide Web Consortium (W3C), the international standards body for the 
Web∗.   It is a graph data model, originally aimed at modelling metadata but later explicitly for data, too. It represents 
data in triples where the subject is related to the object by a named predicate.  While several serialized representations of 
RDF are well established, a query language for RDF, SPARQL, was only standardized in 2008.  RDF is one of the 
foundation stones for the emerging Semantic Web. 
 
The ALA has been designed using the named graph feature which is not in the current SPARQL standard but is 
supported by many triple stores: the named graph feature enables the larger triple space to be partitioned into a number of 
inter-connected graphs—in the ALA case the graph name captures the original source, or provenance, of each triple in a 
single string. There may be very many of these, as it is often located to the granularity of a web page.   The triples mostly 
organized with the subject being an entity or unique object identifier (such as ala:platypus), the predicate 
representing a named property or attribute of the object (such as ala:hasConservationStatus) , and the object 
being the value of the attribute, usually a literal value such as “Endangered”or sometimes another identifier. This style 
means that a very common ALA query pattern asks for the objects of several named predicates for a single named (or 
arbitrary un-named) subject. Another important query pattern is hierarchic traversal such as is needed for queries about 
taxonomic structures. 
 
The ALA plans to maintain currency by a strategy of frequent updates (delete and re-load) from original, maintained, 
data sources. Therefore the speed of large deletes is important, as is the speed of insertion for 30-40 million triples. The 
consistency and availability of the dataset should not be compromised during the maintenance process, so transactional 
support is essential. Large inserts will be grouped into transactions of, say, 5,000 triples deletes into 200 triples and 
continued availability will be important in this context.  

EXPERIMENT DESIGN 
We selected triple store products that: support named graphs; are mostly available at no cost; offer transaction 
management features; are licenced to permit public benchmarks; are reputed to be high-performing; are mature and likely 
to be long-lived; and are reasonably easy to use via standard APIs. The triple stores SwiftOWLIM, Sesame, 
Mulgara 26, Bigdata, Jena SDB, BigOWLIM, Allegro Graph 4, and Virtuoso were studied. 
 
We used Sesame API and SPARQL where possible for portability, but where we noticed severe performance penalties 
for some triple stores, we used the native API for insert and delete operations. Our data was actual ALA data: around 36 
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million triples with around 6 million distinct subjects and objects. We performed all our experiments on an Intel Xeon 8-
core 2GHz processor with 72Gb of shared RAM and virtual memory space allocated according to the individual triple 
store recommendations, under Ubuntu Linux 64 bit server edition.  
 

RESULTS 

           
 
 
 

 
 
The data load results in Figure 1 show that SwiftOWLIM  was well ahead: a full load in 8.5 minutes is quite acceptable 
for the ALA. On the other hand, Mulgara’s 13 hours is not. Sesame (Native) and Jena SDB were terminated  prematurely 
after 60 hours of loading, and so were removed from further consideration. 
 
Our test queries were mostly designed to respond to identified ALA use cases: Q1.x for taxonomy and names, Q2.x for 
endangered species, Q3.x for parasites. The query execution times shown in figure 2 ranged from sub-millisecond to 
several hours when aborted (tick points are not shown for those that were aborted after 8 hours).  Variations of up to 
9,000 times in execution time for some queries were observed. The results reveal that the two consistently best 
performing triple stores were BigOWLIM and SwiftOWLIM, with BigData coming third and Virtuoso coming fourth in 
terms of performance in most tests. The remaining triplestore databases AllegroGraph and Mulgara did not perform as 
well as these four, producing relatively slow query completion times. All databases performed well for Q1.1, a basic 
query of one phrase with a free variable for the graph name and the subject, and a string literal for the object, with only 2 
answers. Q1.4 and Q1.6 particularly demonstrated variability, although both explicitly limited the results to 100 answers.  
Q1.4 uses the owl:sameas predicate which properly requires inference (in the timing result reported here, inferencing 
was disabled) . Q1.6  is a very simple query with only one phrase  but with free variables for the graph name, the subject 
and the object. Q2.5 & Q2.6 were unanswered by some triple stores after an hour: a conjunction of three phrases with 
named predicates, a common variable subject and free variable objects. Q2.6 added a filter constraint. Q4.1 and Q4.2 
were particularly challenging for all: querying for every path across the graphs of length 3 and 4 respectively. 
 
The deletion, over 28,638 triples that had first been retrieved by a query, took 9.5 seconds to 142 minutes. With the 
exception of SwiftOWLIM, the deletion performance for each triple store ranked in accordance with the query 
performance.  SwiftOWLIM is designed to trade-off a relatively poor deletion performance to achieve superior query and 
insert performance. 
 

CONCLUSIONS 
Our results show that the designer of a large triple store-based application would be wise to choose carefully according to 
the application needs; and also that there remains considerable opportunity for improvement in triple store technologies. 
The preliminary results presented here represent only a small part of our experiment studying the performance of triple 
stores. We invite the reader preferring more detailed results to contact the authors. 
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Figure 1: Data load times varying from 
8.5 minutes to 13 hours 

Figure 2: SPARQL Query execution times 
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