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Introduction and Motivation
Scientific  research  on  web  information  retrieval  systems  is  concentrated 
primarily on search engines, which are also the dominant information-finding 
model on the web. However,  many unresolved issues have arisen from their 
dominance, resulting in much inefficiency and frustration.

Search engines by design satisfy the information locating need (the user knows 
something exists and needs to find out where it is). They do not address the 
complementary information discovery need (the user does not know something 
exists and needs to find out about it). This is served by web directories, mostly 
now in decline (mainly due to not implementing machine learning).

One major issue that recently began to be recognised arises from the fact that 
search engines limit the number of results shown to users. With a finite number 
of keyword combinations related to every document, it  is  very probable that 
(given a consistent ranking algorithm) a significant number of documents will 
always  rank  below  their  "decision  boundary"  and  be  unreachable  through 
keyword search [1], even if people search for them using the correct keywords. 
A different ranking algorithm might put these documents before the threshold, 
but users are not allowed to influence the algorithm or select a different one.

The  main  issue  with  current  web search  though is  cognitive  -  without  prior 
knowledge  on  a  topic,  users  cannot  formulate  good  queries.  With  a  limited 
knowledge base and vocabulary, they formulate a limited set of queries which in 
turn limits the search results. Furthermore, "behind-the-scenes" personalisation 
based  on  implicit  (as  opposed  to  explicitly  stated)  preferences  limits  these 
results even further, creating a "filter bubble" [2] the user cannot leave. Quite 
often though it is essential that the user leaves said bubble, for example - in the 
case of a researcher who wants to learn about a topic not previously familiar, 
where  he  is  not  an  expert  and  cannot  formulate  well-thought  out,  precise 
queries using the correct vocabulary which (may) persuade the search engine 
that he knows what he wants so it would allow him to pierce the bubble.

Web Exploration Engine
We propose a system which is a cross between a web directory and a search 
engine: it collects and indexes documents using a search engine-like web spider, 
but then classifies them into a hierarchically ordered set of categories. These act 
as pre-made contexts and allow users to limit their search (when they perform 
keyword  search  and  want  to  do  that  in  a  specific  context),  but  are  also 
browsable allowing users to find information without having to supply keywords.

Users are also able to influence result ranking by providing explicit relevance 
feedback  which  is  then  integrated  into  their  query.  We  have  named  it  the 
"research" query as opposed to "search" to stress the fact that it is not a flat 
keyword list but a complex user-adjustable vector where term weights can even 
be negative (if the user indicated negative preference towards some resource); 
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the user builds this query over a period of time, and can then save it and re-use 
it later, allowing long-term research over a topic. The initial query is optional 
since  the  user  can  start  by  just  browsing  (having  and  empty  query)  and 
supplying relevance feedback ("this site seems like what I want", "this site is 
something I do not want"), which then creates a query from the feedback (by 
adding terms from the rated documents) instead of just adding to the initial one.

This "Web Exploration Engine", as we have named it, enables users to:

• browse a directory structure (providing information discovery);
• search by keywords (providing information locating);
• limit the search within a branch of the directory tree, enabling a focus on a 

narrower (predefined) context;
• create and/or expand a query by supplying relevance feedback, providing 

explicitly specified user context;
• expand the query in a "session" manner, with small increments leading to 

a detailed, in-depth query;
• add personal bookmarks and notes to the results provided by the engine;
• save a query for later re-use and expansion, enabling long-term research;
• share the resulting query and knowledge base with others  to facilitate 

research co-operation.
We based our proof-of-concept implementation (public beta version available at 
http://www.moz2.com/) on open data available from the Open Directory Project 
(http://dmoz.org/), where more than 6 million documents have been classified 
into more than 750 000 categories by human editors. We used this as training 
data for a hierarchical classifier based on a variation we developed over the 
Multinomial  Naïve  Bayesian  classifier,  MNB-SPDA  [3].  A  custom  web  spider 
downloaded documents listed in the ODP, as well as others which were then 
added to the relevant place in the hierarchy by the classifier.

However, the Open Directory has many problems. The one that prompted the 
development of our version of MNB was the high proportion of noise in the data, 
as well as the highly unbalanced classification of documents. More importantly 
though, a problem we could not address is the under-development of the project 
(which is now virtually abandoned) leading to lack of the significant amounts of 
data that would be needed to make our engine usable in a real-world scenario.

We have identified a need to create another prototype, using highly-controlled 
sources of data which is needed by knowledge workers (researchers) on a daily 
basis,  in  order  to  have  a  more  realistic  usage  and  evaluation  scenario.  Co-
operation with interested parties is now sought in this respect.
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