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ABSTRACT 

The Australian Geoscience Data Cube (AGDC) is a common analytical framework for large volumes of regularly gridded 
geoscientific data initially developed by Geoscience Australia (GA) and underpinned by the data-intensive 
computational infrastructure at the National Computational Infrastructure (NCI) at the Australian National University 
(ANU). 
 
The AGDC has enabled moderate resolution (25m) continental-scale, multi-decadal analysis of the entire Landsat 
archive (over 10

13
 data points). 

 
The prototype version of the AGDC was developed to deliver the following features: 
• Ability to drive large-scale temporal analyses 
• Spatially seamless data independent of the bounds of individual source datasets 
• Support for data parallelism for efficient large-scale computing 
• Efficient storage without large volumes of no-data values 
• “Lossless” storage – No pre-mosaicking 
• No temporal discretisation – Explicitly time-stamped observations 
• Dynamic application of pixel quality filters as required 
• General applicability to any regularly gridded data 
• Pixel provenance (i.e. pixel-based source dataset attribution for composite datasets) 
• Ability to pre-pend or insert new data without having to rebuild entire data store  
• Projection and resolution agnosticism 
• Extensibility of the data model to cover n-dimensional data  
• Modular, loosely-coupled architecture to permit the evaluation of alternative technologies 
 
It is not desirable to optimise a system to a single use case at the expense of all others, so a variety of access modes 
must be supported by a single data store. In order to support temporally-rich data collections, we must transition from 
aggregations of 2D datasets to truly multi-dimensional data structures managed by an overarching database.  
 
Our goal is to provide a completely parameterised system for managing spatio-temporal partitioning of data in order to 
determine optimal parameter set(s) to apply across important use cases on existing infrastructure. Work is also 
underway to develop a flexible workflow management system to permit generic processing of multiple access modes, 
as well as a wider range of access mechanisms to support an even wider range of use cases. 
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EXTENDED ABSTRACT 

Brief history of the current AGDC 
The Unlocking the Landsat Archive (ULA) project completed at the end of June 2013 was a $3.5M initiative funded 
through the Australian Space Research Program of the former Department of Industry, Innovation, Science, Research 
and Tertiary Education. The fundamental aim of the project was to improve access to Australia’s archive of Landsat 
data, and provide an analysis capability for delivery of environmental information to inform and support government 
policy. The project generated around 0.4PB of Landsat 5 & 7 data from some 240,000 individual scenes captured over a 
fifteen year period (1998 through 2012).  The data collection is now part of NCI’s National Environmental Research Data 
Collections, with storage partly funded by the Research Data Storage Initiative (RDSI). 
 
In early 2013, it became clear that there were no third-party tools available or even nearing completion anywhere in 
the world which would allow GA to meet operational commitments including the Murray-Darling Basin (MDB) 
vegetation analysis project [1] and the National Flood Risk Information Portal (NFRIP) [3].  
 
The difficulties arose largely because moderate and higher resolution remote sensing data, such as that produced by 
Landsat, is often spatially and temporally sparse and irregular (unlike most model output). Consequently, it is not well 
suited to manipulation using the monolithic multi-dimensional array constructs typically employed to manage large-
scale gridded data such as climate model output. 
 
GA developed a working prototype of the raster data management system now at the core of the Australian Geoscience 
Data Cube (AGDC). The design met the scientific and operational requirements and it has since been successfully 
employed to produce several high-resolution, multi-decadal, continental-scale analyses. 
 
The collaboration between GA, CSIRO and the NCI extended the AGDC as a common analytical framework for a wide 
range of data collections. As part of this collaboration, two hands-on training workshops were conducted in early 2014 
for scientists from various stakeholder agencies and institutions. Many of these researchers are now already developing 
other analyses to run against the AGDC at NCI using the existing Application Programming Interface (API). 

The Australian Landsat Archive 
The first data collection ingested into the AGDC was the Australian Landsat Archive, and, to the knowledge of the 
author, this remains one of the largest single Earth observation data collections available for immediate analysis on co-
located HPC anywhere in the world. As at the end of June 2014, the AGDC contains around 680,000 individual Landsat 
scenes from around 172,000 acquisitions from May 1987 through to May 2014. These scenes are for the following 
processing levels: 

 L1T - Level 1 systematic terrain corrected radiance (thermal bands only) 

 ARG-25 – Australian Reflectance Grid 25m (NBAR rurface reflectance corrected) [2] 

 PQ – Pixel Quality (GA-developed pixel-based quality tests including contiguity, saturation, cloud and cloud 
shadow- (Sixsmith et al 2013) 

 FC – Fractional Cover (Joint Remote Sensing Research Program spectral-unmixing algorithm delivering fractions 
for bare soil, photosynthetic vegetation and non-photosynthetic vegetation) 

Some current use cases and methodologies 
Two of the use cases successfully exploiting the AGDC are: 

Vegetation Analysis for the Murray-Darling Basin Authority [1] 
The first use case for the AGDC in early 2013 was the delivery of vegetation and soil analyses across the Murray-Darling 
Basin, initially for the twelve years of data which had been processed by the ULA process. The first run produced pixel-
quality filtered statistical summaries for each of the six reflectance bands along with six soil and vegetation indices for 
all 48 sequential seasons through the twelve available years. The second run produced the same analyses for four 
seasons aggregated across all years. 
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Water Observations from Space for the National Flood Risk Information Portal [3] 

As of June 2013, the service shows surface water observed across Australia between 1998 and 2012. Water is detected 
from the satellite images using an automated flood mapping algorithm created by GA.  The water detected for each 
location is summed through time and then compared to the number of clear observations of that location (i.e. 
observations not affected by cloud, shadow or other quality issues). The result is a percentage value of the number of 
times water was observed at the location. This provides relatively seamless historical water coverage for Australia, as 
observed by satellite. Further temporal analysis of inundation patterns is providing new insights into areas such as 
intertidal bathymetry, seasonal inundation patterns and remote water body level monitoring. 

Current and proposed storage architecture 
The current version of the AGDC uses data subdivided into spatially-regular, time-stamped 2D tile files managed by a 
relational database. This model provides the flexibility required for highly dynamic collections but is inherently 
performance limited due to I/O considerations. Proof-of-concept work has already been undertaken for the 
reorganization of the data into multidimensional data structures which aggregate the observations into temporal as 
well as spatial partitions. The parameterized nature of the AGDC will permit the testing of a wide range of parameter 
sets (e.g. spatial and temporal partition sizes, coordinate reference systems, etc) against important use cases in specific 
environments in order to provide performance across a range of common use cases with a single data store. 
 
NetCDF (www.unidata.ucar.edu/software/netcdf/ ) not only provides a standardised, self-describing medium for such 
indexed multidimensional data structures, but also provides a basis for leveraging existing tools and establishing 
commonality with the global scientific community. There is a significant body of supporting code available for NetCDF 
due to its adoption by the climate research community, but some conventions may need to be clarified or extended for 
wider geoscientific use.  

Current and proposed processing frameworks 
There is currently no generic framework for job management provided within the AGDC, so work is underway to 
develop such a framework which will abstract away the management of parallel processing for various workflows and 
access modes. It is highly desirable that such a job management framework will be applicable not just to the High 
Performance Cluster at NCI, but also to cloud environments including public infrastructure. 
 
The AGDC processing framework must support analysis in the observational (spectral), temporal and spatial domains in 
a wide range of permutations. Analyses in each mode might be regarded as successively reducing dimensionality, e.g. a 
spectral analysis might reduce several spectral quantities to a single value, then a temporal analysis may yield a 
statistical summary for each spatial point, and a final classification may produce a non-spatial summary of areas. For a 
different analysis, points in a given area might be aggregated to produce a statistical summary which is then analysed 
temporally to show changes. A generic means of allowing users to specify workflows with custom algorithms is clearly 
needed, as well as the engine to manage the parallel processing according to the access mode(s) required. The AGDC 
could also be used for interim storage with parameter sets optimized for particular modes of access. 

Current and proposed access mechanisms 
Access to the AGDC data holdings is currently only available via the API within the HPC and cloud at NCI, but Open 
Geospatial Consortium (OGC) compliant web service access for all users is slated for delivery in the second half of 2014. 
The initial Python (www.python.org ) API for the AGDC was designed to provide a simple but versatile framework for 
the temporal stacking of derived quantities for downstream analysis. The goal is to provide both direct high-speed 
access to data files via the API for those co-located with the data, and also access to relatively small spatio-temporal 
subsets via standard web service interfaces. 

Future directions for the AGDC 
Other areas of investigation include potential spectral and temporal interpolation to enhance interoperability between 
data collections. Work will also be undertaken on integrating the regularly-gridded data with irregular point cloud data 
collections. 
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